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Text for possible inclusion in Section 6

The master/slave concept does not require any special treatment by the geo-location database. This is because any situation can be treated using a set of requests to the database. Such sets of requests could be automated within a macro or similar running on the database as a value-added service by the database provider but would not change the regulatory requirement. The remainder of this section explains why this is the case and how appropriate sets of requests are assembled.
Deployments are divided into two cases: (1) the master knows where the slaves are located and (2) the master does not know where, within its coverage area, the slaves are located. The first case is relatively trivial. The master sends to the database a request for itself and separate requests for each slave. It then cascades the appropriate database response to each of the slaves.
In the second case, the master effectively needs to send a request for itself and a request for slave operation in every pixel within its coverage area. Slaves can then only be allowed to operate on frequencies that are available in every pixel, using the lowest returned power level and shortest validity for that frequency for any pixel within the coverage area.
It follows from this that the coverage area of the master needs to be identified. There may be a number of coverage areas corresponding to different transmit powers and / or different frequencies within the white space band (eg propagation at the bottom of the band may be superior to that at the top). These coverage areas could be determined by the owner of the master, the database or the regulator – this would be a choice for the national regulator. One approach would be for the owner of the master to use a pre-agreed coverage planning tool to determine coverage contours for a number of pre-defined powers and frequencies. An alternative would be for the regulator to determine the coverage based on simple models such as the Hata model.
The owner of the master might then place a database request for the master device and then, based on the allowed power levels from the master, determine the coverage area and then place further database requests for potential slave operation on all the pixels within this coverage area.
Hence, no further standardization is required by regulators to support the master/slave concept. While additional functionality to handle coverage areas could be considered it is recommended that this is not standardized but left to entities such as database providers to deliver as a value-added service.
Note that the master/slave approach does not, in principle, solve the “aggregation problem” since other users unconnected with the owner of the master could also be operating on the same, or nearby white space channels. Also, if the master is unaware of the exact location of the slaves then it will not be able to determine whether they are clustered tightly around a victim receiver. Nevertheless, it is likely that master/slave operation would reduce the probability of harmful aggregation occurring since the master would limit the number of slaves transmitting simultaneously.

Example: An M2M network deployment
The following example is provided to illustrate how a master/slave approach might work in practice. It is based on the deployment of a nationwide machine-to-machine network where there are many thousands of base stations across a country and potentially tens of thousands of machine terminals in each base station. This is the model being considered, for example, within the Weightless standard.
Each base station in such a network becomes a master device. Coverage maps for each base station at its preferred power level, antenna height, etc, are pre-generated using commercial coverage planning tools. Such base stations might have a preferred transmit power level of around 30dBm EIRP where regulation allows. Within the core network is a frequency assignment entity that is responsible for obtaining from the geo-location database a list of allowed frequencies at each base station and assigning them so that inter-base station interference is avoided as far as possible. This entity sends to the geo-location database an enquiry for each base station. Such an enquiry consists of one interrogation for the base station and multiple (often many thousand) interrogations for each pixel within the coverage area. These pixel interrogations would be for terminals that would be at a lower height and typically have a much lower transmit power than the base station (eg 16dBm EIRP).
The results for all base stations across the network are aggregated and a frequency plan assembled that uses the best available channels and minimizes interference. This process is repeated whenever a channel validity time expires.
Improvements could be envisaged where the geo-location database is informed of the selection of frequencies and monitors changes to licensed usage that will impact upon these. The network is then informed when such changes occur and hence only starts a re-planning process when necessary. However, this functionality would be outside of that mandated by the regulator and may be a value-added service provided by the database operator.
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